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Abstract. The integration of Industrial IoT (IIoT) has revolutionized
maintenance practices by enabling extensive data collection from ma-
chinery, fostering predictive maintenance strategies to minimize down-
time and reduce costs. Estimating the Remaining Useful Life (RUL)
of components is crucial for timely proactive maintenance. Edge com-
puting enhances these processes by addressing latency and bandwidth
challenges through real-time data processing close to the source. In this
work, we explore the use of edge-based machine learning algorithms in
ITIoT environments to provide real-time insights and predictions about
equipment health. We examine edge computing frameworks for their
scalability, reliability, and security. Case studies and experimental results
demonstrate the effectiveness of edge intelligence in optimizing predictive
maintenance. Our findings highlight the potential of edge intelligence in
industrial maintenance, providing valuable insights for researchers and
practitioners. We present an analysis of edge computing applications for
predictive maintenance and compare the performance of different feder-
ated learning aggregation methods against a centralized model. Results
show that federated learning offers competitive performance while main-
taining data privacy.

Keywords: Edge Computing - Industrial Internet of Things - Machine
Learning - Remaining Useful Life Estimation - Predictive Maintenance .

1 Introduction

In the rapidly evolving landscape of industrial operations, the integration of the
Internet of Things (IoT) has revolutionized traditional maintenance practices.
The advent of Industrial IoT (IIoT) has enabled the collection and analysis of
vast amounts of data from diverse machinery and equipment, fostering a data-
driven approach to maintenance strategies. Predictive maintenance, leveraging
this data, aims to foresee equipment failures before they occur, thereby minimiz-
ing downtime and reducing maintenance costs. One of the main methodologies
to accurately predict the best time to perform proactive maintenance in indus-
trial machinery is the estimation of the useful life of its components, making
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sure that replacement hardware is available and all tasks are completed when
normal operation is affected the least.

Edge computing emerges as a pivotal technology in this paradigm, address-
ing the challenges associated with latency, bandwidth, and real-time decision-
making. By processing data closer to the source, edge computing enhances the re-
sponsiveness and efficiency of predictive maintenance systems. This work delves
into the integration of edge intelligence in IIoT environments to optimize pre-
dictive maintenance processes.

In this work we explore how edge-based machine learning algorithms can
be deployed to analyze sensor data in real-time, providing timely insights and
predictions about equipment health. Furthermore, we examine the architecture
of edge computing frameworks tailored for industrial settings, highlighting their
advantages in terms of scalability, reliability, and security. Case studies and
experimental results are presented to demonstrate the efficacy of edge intelligence
in enhancing the predictive maintenance capabilities of IIoT systems.

Our findings underscore the transformative potential of edge intelligence in
industrial maintenance, paving the way for smarter, more resilient industrial op-
erations. We aim to contribute to the body of knowledge in IIoT by providing
a comprehensive analysis of edge computing applications for predictive mainte-
nance, offering valuable insights for researchers and practitioners in the field.

The rest of the paper is structured as follows: Section [2] provides an overview
of the background and the literature state of the art on the fields of predictive
maintenance, remaining useful life estimation with machine learning algorithms.
Section [3| presents the main dataset that we are going to use in our work and the
preprocessing steps we followed for it. Section [4] describes our methodology and
the proposed federated learning architecture used in our implementation. The
evaluation of this methodology and its comparison with a baseline implementa-
tion is showcased in Section [B] Finally, in Section [f] we present our conclusions
and future directions.

2 Related Work

In this section, we present essential concepts and outline state-of-the-art liter-
ature in the critical areas of our research, remaining useful life estimation, and
federated learning. A good knowledge of both fields provides a foundation for
highlighting the contributions of our approach and identifying gaps that our
research aims to address. Techniques to estimate the remaining useful life of in-
dustrial equipment are examined, followed by the concept of federated learning.

2.1 Remaining Useful Life Estimation

Remaining Useful Life (RUL) estimation of industrial equipment refers to the
process of predicting the amount of time or number of cycles an industrial asset
or component will continue to function before it requires repair or replacement.
This prediction is typically based on current and historical data, which may
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include operational parameters, environmental conditions, and usage patterns.
Accurate RUL estimation is crucial for effective maintenance planning, minimiz-
ing unexpected downtime, and optimizing the management of industrial assets.

RUL can be predicted based on historical data and direct data extraction by
adopting model-based, data-driven, or hybrid methodologies [12]. Model-based
methods involve creating mathematical or physical models utilizing past data
and are able to provide a high-precision prognostic. However, the requirement
for extensive prior system knowledge makes them difficult, costly, and time-
consuming to develop for complex equipment. On the other hand, data-driven
approaches are much more applicable and less complex, even though they require
a very large amount of data. In addition, compared to model-based approaches,
they rely less on users’ experience in gathering and choosing these data, offering
a trade-off between complexity, cost, accuracy, and applicability. Of course, esti-
mating the RUL with this approach also presents several significant challenges.
One major issue is the quantity and the completeness of data, as collected sam-
ples can often be insufficient to fit the available models [3]. Additionally, beyond
the measured characteristics of the mechanical equipment, the modeling of the
external variables such as temperature, speed or vibration is also necessary. An-
other common scenario observed in Predictive Maintenance and the estimation
of RUL is that a single component can be related to multiple failure modes,
which leads to complex models in order to deal with them.

Algorithm Data Set 1|Data Set 2|Data Set 3|Data Set 4| Mean
Linear Regression 29.91 31.49 45.64 39.81 36.71
Decision Tree 28.48 34.52 27.74 45.91 34.17
SVM 48.17 31.12 61.53 34.65 43.86
Random Forest 24.95 29.64 30.55 33.79 29.73
KNN 30.79 34.79 34.44 44.70 36.18
K Means 78.30 90.19 72.92 95.45 84.21
Gradient Boost 27.45 33.35 31.78 39.90 32.97
Ada boost 28.82 33.84 40.91 39.59 35.79
Deep Learning 29.62 42.41 46.82 38.11 39.24
Anova 33.50 41.14 35.46 51.44 40.38

Table 1: RMSE of different ML Models on multiple data sets [8] (lower is better).

Within the RUL context, many models have been developed, trained, and
evaluated on different datasets. One of them was developed by the authors of [2],
in which a deep learning approach is presented, aiming at the RUL prediction of
rotating components by exploiting a large amount of data. In this case, a DBN-
FNN algorithm is developed that takes the advantages of self-taught feature
learning capability of the DBN and the predicting power of the FNN. Another
study of machine learning models and their use to predict a failure before it
actually occurs is discussed in [§]. Utilizing a NASA dataset related to turbo-
fan engines and their remaining efficient lifecycles, predictions were made by
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ten different models with the distinguished ones being Random Forest, Gradient
Boost, and AdaBoost, as it can be seen in Table [T} where models’ Root Mean
Squared Errors on the same test dataset are displayed. In [14] a new algorithm
based on Device Electrocardiogram and deep learning is proposed. The DECG
for industrial maintenance is similar to the physical examination of human health
conditions, provides a fine-grained status observation, and in combination with
the deep learning model the proposed algorithm can provide an accurate predic-
tion of device RUL. In addition to mechanical equipment, on the issue of RUL,
a lot of research has been developed on lithium batteries. One such research is
described in [6] in which a comparison of various machine learning methods is
presented along with their results, as well as ways to extend their RUL.

2.2 Federated Learning

Federated learning (FL) is a distributed machine learning approach in which
multiple distributed clients individually train a machine learning model using
their local data under the coordination of a central server, which then aggregates
the trained models into a final global model [I]. Training is an iterative process
in which local models are trained and the global model is updated until a certain
number of communication rounds are reached.

The proposed Federated Learning framework by Google [7] is comprised of
four main steps:

e Client Selection/Sampling: The server either randomly picks desired par-
ticipants from a pool of devices or uses some algorithm for client selection.

e Parameter Broadcasting: Server broadcasts the global model parameters
to the selected clients.

e Local Model Training: The clients will in parallel retrain the models using
their local data.

e Model Aggregation: Clients will send back their local model parameters
to the server and model parameters will be aggregated towards the global
model.

FL is a distributed training method and comes to solve privacy and data
security issues, using computing resources of terminal devices such as mobile
phones [I5] [9]. Data privacy can be obtained by using encryption algorithms on
data and secure aggregation or through noise addition to the model parameters.
Another advantage of using a FL system is the decongestion of the cloud from
large volumes of data. Thanks to local model training, there is no need to send
large amounts of data to the cloud, thus reducing network capacity constraints
and communication delays [1].

However, beyond its advantages, FL faces several challenges. Research shows
that sharing parameters between clients and servers is enough for an attacker
to discover data-relevant knowledge [4]. Also, a large number of model updates
may lead to model convergence failure, considering that environmental condi-
tions are heterogeneous across local devices and have a large impact on the
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monitored data. Another problem may arise in FL. due to the fact that the
global model depends on the slowest client in the system. A local device may
have poor network conditions which results in a delay in getting updates.

Despite the limitations and challenges of implementing FL, the opportuni-
ties it offers are varied and as a result, there are many attempts to implement
it in real life [5]. Driven by the basic advantage that FL has, which is data pri-
vacy protection, a big interest has been shown from data-sensitive fields such as
Industry 5.0 and e-Health.

3 Datasets

In this study, we used NASA’s Commercial Modular Aero-Propulsion System
Simulation (CMAPSS) dataset to estimate turbofan engines’ remaining useful
life (RUL).

CMAPSS is a widely used dataset for research in predictive maintenance.
It includes detailed data from the operation and performance of turbofan en-
gines under various operating conditions and wear states. The CMAPSS dataset
includes four data sets, each representing operating scenarios and failure condi-
tions. For the experiments reported in this work, we trained our models with the
FDO001, which contains 20,631 measurements from 100 different units in which
the only type of error that occurs is HPC (High Pressure Compression) Degrada-
tion. Each dataset contains data from multiple flights, with each flight consisting
of a series of time points. At each time instant, multiple sensor measurements
are recorded, including pressures, temperatures, flows, and other relevant pa-
rameters.

We chose to use this dataset, as it is one that is a widely investigated dataset
in literature, provided by a reliable source and with valid use case data. Based
on the results that we report in the next sections, our solution could be ported
and be used to either a real-world operating system in real-time (that we do
not have available) or another use case that uses similar data or data sources.
Depending on the use-case the features used can be altered to better estimate
the RUL of the machines inspected to achieve the best predictions.

3.1 Data Preprocessing

The preprocessing of the data included several steps to ensure their quality and
suitability for training our models. Initially, we identify those features that do
not provide information about the target variable and remove them from the
set. This is followed by applying standardization to the available features so
that they contribute equally to the outcome and come in the appropriate form
before applying the LSTM (Long Short-Term Memory) model.

Our FL system consists of 10 edge devices. Therefore, to efficiently distribute
the aggregate data to these 10 edge devices, we adopted the following procedure:

— We started with a single dataset that includes both the features and labels of
the data. Features include measurements such as LPC outlet temperature,
HPC outlet temperature, bypass pressure, and other related parameters.
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— We then grouped the single data set by unit number and shuffled the unit
numbers to ensure random distribution. The overall dataset was divided into
ten subsets, each corresponding to one of the ten edge devices. Each subset
includes data from 10 unit numbers.

— Then the data are divided into training and test, with a 70-30 ratio. This
data distribution and preprocessing ensures that each edge device can train
its model locally using data that is representative of the overall dataset, thus
promoting efficient and secure training through FL.

4 Federated Learning System Architecture

The proposed framework follows the FL approach, which allows training models
on distributed data without the need to transfer them to a central server. This
method improves the security and privacy of the data while allowing for model
training with high performance. In this context, we used a Long Short-Term
Memory (LSTM) neural network to predict the RUL of turbofan jet engines.
The LSTM model is suitable for processing time series data as it can learn and
remember long-term dependencies.

Edge Server 1

T -0
.% D

Dataset 10

Central
Server

Edge Server 10
Fig. 1: Schematic Diagram of Federated Learning.

Figure [1] is an illustration of our FL system, composed of a central server
that hosts the global LSTM model and clients that train their mode version
locally using their own data. The central server is responsible for distributing
the initial model to edge devices. Edge devices train local models with their
datasets and upload to the cloud the calculated weights of their models. The
central server aggregates the uploaded local models {W1, ..., Wn} to the global
model W', then distributes the global model to all edge servers. This process is
called a communication round and we use 20 rounds of 10 epochs each in our
architecture.

Our LSTM model (Figure consists of three LSTM layers and two fully
connected (Dense) layers. The LSTM layers have different output dimensions, in
ascending order of complexity (32, 64, and 128 units respectively), and use the
Rectified Linear Unit (ReLU) activation function for nonlinear pattern recog-
nition. Between each LSTM layer, there is a dropout layer that helps prevent
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overfitting during training. The fully connected layers provide the final feature
processing, as the one keeps the complexity at 128 units, and the last one pro-
duces the final prediction in real number form. To optimize our training we used
the Adam optimizer and a scheduler that sets the learning rate equal to 0.001
for the first 5 epochs and then changes it to 0.0001. These settings were selected
based on the literature as common values that provide the best results in most
scenarios.

reshape_input @ @ dropout_1
dropout_1 @ dropout_2 @ dropout_3 @

Fig. 2: Layers of our LSTM Model.

4.1 Aggregation Methods

In a FL system, effective and efficient aggregation of local models trained on edge
devices is critical to the success of the overall approach. Aggregation methods
allow the updates of local models to be combined into a global model, before
redistributing them to edge devices. Aggregation methods play an important role
in the accuracy and efficiency of the global model and its ability to generalize and
accurately predict the RUL of industrial systems. The main pooling strategies
that can be used in this context are FedAvg, FedProx and KRUM, which are
described below.

FedAvg: FedAvg is one of the earliest and most commonly used methods where
a group of edge models is randomly selected in each aggregation round. During
aggregation, the parameters of each client are weighted and averaged, with the
weighting factor being the proportion of the client’s data volume [I0]. During the
t-th round of communication, FedAvg is calculated using Eq. where k € S
denotes the members of the selected group of clients. 2+ refers to the weight
factor, equal to the ratio of the device £’ data volume to the total data volume.

Finally, w represents the updated model of client k after local training, and

wtgflb represents the synthesized global model.
lob Ng
wtgfl — Z ?wt (1)
kES:

FedProx: FedProx [II] is an improvement of the FedAvg method that aims
to mitigate the local optimization problem inherent in SGD-based approaches.



8 D. Amaxilatis, S. Papachristofilou, and C.Zaroliagis

In FedAvg numerous local iterative training steps may cause its edge device
to focus on its local objective rather than the global goal, which leads to sub-
optimal convergence or model divergence. To overcome this FedProx incorporates
a proximal term into the objective function to regulate the influence of local
models and ensure convergence guarantees. This term is defined in Eq. as
the Lo-norm of the local model and global model. Here, 4 > 0 is a penalty
constant of the proximal term. With the addition of the proximal term, the
global model attracts the local one close to it.

lob 2T lob
Wy Sllof —wf|? (2)

KRUM: The KRUM method implements a Byzantine client exclusion algo-
rithm for model synchronization in the context of federated learning. This method
analyzes the distances between the weights of different local models and excludes
the weights of those that exhibit excessively large distances from the other mod-
els, considering them as potential Byzantine customers. In other words, it com-
putes each client’s score which is the local sum of squared Euclidean distances
to the other candidates and outputs the one with minimal sum [I3]. In that way,
it identifies nodes that are not “honest” and returns the selected weights as the
global model to be used for the next training round.

5 Evaluation

Our experimental environment includes an AMD Ryzen 5 5600H processor and
a Radeon graphics chip, running Ubuntu 22.04.3 LTS operating system. Our
models were implemented in a Jupyter Notebook with Python 3.10.12 as a kernel
running TensorFlow 2.14.1.

To evaluate the performance of the regression ML models we use the most
common metrics of the field, namely Mean Absolute Error, Root Mean Squared
Error, and R-Squared (Coefficient of Determination). Each metric provides a
different perspective on the model’s effectiveness. In more detail:

— Mean Absolute Error — MAFE is calculated as the sum of absolute errors
(i.e., the Manhattan distance) divided by the sample size.

— Root Mean Squared Error — RMSE of an estimator ¢; for a parameter y;
is defined as the square root of the mean squared error. For an unbiased esti-
mator, the RMSE is the square root of the variance, known as the standard
deviation.

— R-Squared — R? is a statistical measure used in machine learning to
evaluate the quality of a regression model.It measures how well the model
fits the data by assessing the proportion of variance in the dependent variable
explained by the independent variables.
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MAE= S il )
@
R2—1_— Z?:l(yi - Zj)z (5)

(v — i)?

y;: actual value, y: average value, g;: predicted value, n: number of observations.

5.1 Baseline with a centralized LSTM Model

Before comparing different aggregation functions in our federated learning im-
plementation, we evaluate the performance of a centrally trained LSTM model
using the same data we have available that will act as a baseline implementa-
tion to compare against. The results show that this LSTM model performs quite
well and quickly converges to a low MAE value of 6.99; cf. Fig. [l To have a
fair comparison between the centrally trained model and the federated learning
implementation with a much lower number of epochs, as the model has all the
data available to train from the beginning. In fact, we use only 10 epochs for the
training period, as even after that the MAE and the RMSE values remains very
low (Fig. [4)).

Mean Absolute Error (MAE) Root Mean Squared Error (RMSE)

—— Training MAE 60 —— Training RMSE
Validation MAE Validation RMSE

50 A

40 1 50
40 1

w 301 t

g =

= ~
301

201

20 A

10 1

Epoch Epoch

Fig. 4: Training a baseline LSTM model in a non-federated implementation.
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5.2 FedAvg vs FedProx vs KRUM

To depict the progress performed after each communication round executed
within our system, at the end of each round we evaluate the intermediate model
calculated using each of the aggregation functions against the ten subsets of our
main dataset (used in each one of the 10 edge devices of our system) and on
an aggregated test dataset that contains 100 samples from all the 100 different
turbofan engines.

These results, concerning the MAE metric are depicted in Fig The con-
vergence of the global model occurs quite early due to the simplicity of the
data set used in the dataset, but this does not prevent us from drawing useful
conclusions. Fig. showcases the evolution of the MAE value for each of the
10 individual edge devices. In it we can see how FedAvg and FedProx reach a
low MAE value after the first communication rounds of the system’s operation
(round 0), while the KRUM function showcases a much lower MAE value in the
first communication round but higher variability during the next ones. While the
other models improve in each round of communication either sharply or slowly
and steadily, the KRUM model is distinguished by a continuous fluctuation of
its errors, indicating that it probably does not fit the particular dataset, since
all the datasets are similar and no edge device presents a Byzantine behaviour.

701 FedAvg o7 FedProx
60 60
50 50

<40 g 40

Round Round Round
(a)
ol 1 FedAvg 60l 1 [FedProx| \ KRUM
| |
| 71\
| \
501 s0{ | \
\ 16 \
|
w40/ w40 | w
< < | <
= = | S15
| \
30 30{ | \ r \ 455
| \/\ - \/
| v\ \/
| 14 \ /,\/\\ V
20 20 l \/ N\ /
L v /
R ——— \/
~ — e LT V
0 5 10 15 0 5 10 15 0 5 10 15
Round Round Round

Fig.5: MAE of the aggregated model on (a) edge datasets and (b) the aggregated
dataset for each training round.

The pattern is similar in the root mean squared errors, where we draw similar
conclusions (Fig. @ The FedAvg system shows small errors and the FedProx
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manages to improve it slightly. The KRUM system shows the expected instability
as previously noted, as it tries to eliminate a non-existing adversary. The figures
for the edge datasets are omitted due to space restrictions.

70{ 1 FedAvg 701 ¢ FedProx A KRUM
22,0
60 60 215
w50 w50 I-”21-0> / 20.91
w w w
= s L205; /
@40 o 40 < r
20.0{ Vv N
30 301 195
19.0{
20{ e e 1850 20| e ... 08780 ¢ 14
0 5 10 15 0 5 10 15 0 5 10 15
Round Round Round

Fig.6: RMSE of the aggregated model on the aggregated dataset for all training
rounds.

When evaluating the R-Squared metric (Fig.|7)), we observe a full convergence
on the average value after the 20** communication round for the FedAvg and
FedProx aggregation functions. For KRUM, in some communication rounds, a
very high score is noted, but it probably occurs randomly, while in the rest of
the experiment, it stays at significantly lower values.

.. 1081 081]
05 os| | 0.80{
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-1.51 R _ \/ .
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Fig.7: R-Squared of the aggregated model on the aggregated dataset for each
training round.

5.3 Baseline versus Federated Learning

The results of the baseline LSTM model are clearly better than the best results
achieved through the use of the federated learning implementation. However,
the results of the federated learning system are equally remarkable. The average
mean absolute error after 20 rounds of communication reaches levels of 17.01,
but combined with privacy preservation, adaptability to local conditions, and
model training on real-time data, makes Federated Learning a very promising
alternative. It is important to note that federated learning provides significant
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advantages, such as maintaining data privacy and the ability to train on dis-
tributed and heterogeneous datasets without the need for centralized storage.
These positive features combined with a competitive performance make feder-
ated learning a promising technique for future applications in environments with
increased security and privacy requirements.

6 Conclusions

As part of this research, we developed and evaluated Federated Learning sys-
tems using three different aggregation methods: FedAvg, FedProx, and KRUM.
Each method was evaluated with respect to its effectiveness and performance
through the metrics MAE, RMSE, and R2. The results showed that each method
presents specific advantages and disadvantages, with FedAvg offering an overall
good performance and KRUM proving to be more resilient to potential attack-
ers. In addition, we compared the global model derived from Federated Learn-
ing with a centrally trained LSTM baseline model using the CMAPSS dataset.
As expected, this baseline LSTM model demonstrated superior performance to
its FL. counterpart. However, Federated Learning produced remarkable results,
demonstrating its ability to provide comparable levels of accuracy without re-
quiring data aggregation, thus ensuring user privacy and security. Overall, our
study confirms the viability of Federated Learning as a promising approach for
training machine learning models, especially in situations where data privacy is
critical. These results pave the way for further research and improvements in
federation methods and their integration into practical applications.
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